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CA686/CA686I - Foundations of AI - 2022 

Open book. 

Answer 4 of the 5 questions. 

25 marks each. 

Email your answers before end of exam to: 

   mark.humphrys@dcu.ie

Question 1 [Total marks: 25] 

1(a)

  

"AI should try to copy nature" versus "AI should just build stuff".

What should AI do? Discuss. 

[5 marks]

1(b)

  

"A better AI would be one that nailed down the definition of

intelligence first, before proceeding." Discuss. 

[5 marks]

1(c)

  

Rank the "Not enough stuff" arguments in the order in which you

find them the most convincing. Explain your reasoning. 

[5 marks]

1(d)

  

The Turing Test proposes a test for intelligence where, if you

cannot tell the difference between the machine’s responses and

human responses, you might propose that the machine actually is

intelligent. I wrote a chatbot that passed the Turing Test in 1989

and I do not think it is intelligent. How can this be? 

[5 marks]

1(e)

  

"A machine needs a body to understand the world." versus "A

machine does not need a body. It can find out some other way

what the world is." Discuss. 

[5 marks]
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Question 2 [Total marks: 25] 

2(a)

  

Are the following functions y = f(x) easy or hard to

maximise from exemplars? Explain why. 

i)  f(1.0372) = 80. 

f(5.6063) = 100. 

f(x) = 0 for all other x. 

ii)  f(1.0372) = 80. 

f(1.0373) = 100. 

f(x) = 0 for all other x. 

iii)  f(a) = 0 for some value a. 

f(x) = 1 for all other x. 

iv)  f(x) = - x10  

[12 marks, 3 

each]
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2(b)

  

Discuss trying to maximise the following functions from

exemplars. Explain what would happen during learning. 

i)  Input x is a number. It does not include the clock time. 

The function is defined as follows: 

 

if ( x > 10 ) 

 f(x) = 1  if clock time is PM.  

 f(x) = -1 if clock time is AM. 

else if ( x < -10 ) 

 f(x) = -1  if clock time is PM.  

 f(x) = 1 if clock time is AM. 

else f(x) = 0

ii)  A version where clock time is part of the input. 

Input is a pair (x,t).

The function is defined as follows: 

if ( x > 10 ) 

 f(x,PM) = 2

 f(x,AM) = -2

else if ( x < -10 ) 

 f(x,PM) = -1

 f(x,AM) = 1

else f(x,t) = 0

[8 marks,

4 each]

2(c)

  

In normal software engineering, the engineer seeks to find the

correct solution and code it as an algorithm.

In AI, the engineer may deliver a program that fails badly on

occasion, and is pretty much known not to be the best solution. 

How can this be justified?

[5 marks]
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Question 3 [Total marks: 25] 

3(a)

  

Consider searching a "search tree": 

i)  When a problem is represented as a State Space Search

problem, the "search tree" is drawn. True or false?

Explain. 

ii)  When a problem is represented as a State Space Search

problem, the "search tree" is represented by a data

structure. True or false? Explain. 

[6 marks, 3 

each]

3(b)

  

The idea of "informed search" is that we choose the next state

that is most likely to lead to the goal. But if we can do that, then

the problem is solved! Just keep choosing the best next state

after that and you get to the goal ASAP. No search needed! No AI

needed. Explain.

[4 marks]

3(c)

  

Can informed (heuristic) search be worse than uninformed

(random) search? 

[3 marks]
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3(d)

  

Consider using Best-first search: 

i)  What would Best-first search with a random heuristic

evaluation function look like? (A heuristic evaluation

function that generated random numbers.)

ii)  What would Best-first search with a constant heuristic

evaluation function look like? (A heuristic evaluation

function that outputted a constant number c.)

iii)  What happens if you add a constant c to every result

returned by the heuristic evaluation function in Best-first

search? 

iv)  Consider using Algorithm A rather than simple best-first 

search.

The start state has two child states P and Q.

P has heuristic evaluation (distance from goal) of 3.

Q has heuristic evaluation 40. 

We look at P’s child. It has heuristic evaluation 2.

Its child has heuristic evaluation 2.

Its child has heuristic evaluation 2.

And so on, forever. 

Show that Algorithm A will deal with this and eventually

look at state Q. 

[12 marks, 3 

each]

Question 4 [Total marks: 25] 

4(a)

  

We do character recognition as follows. Characters are images

of 100 x 100 pixels. Each pixel is black or white. We are trying to

recognise the digits "0" to "9". Leaving aside for now how the

machine works, consider how to design the inputs and outputs. 

i)  Input is 2 dimensional so therefore the input vector should

be 2 dimensional. True or false? 

ii)  Explain exactly the format of the input vector you would

use. 

iii)  Output is 1 dimensional so therefore the output vector

should be 1 dimensional. True or false? 

[9 marks,

3 each]
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4(b)

  

Consider multi-layer neural networks: 

i)  Define a parallelogram by defining 4 lines on the

2-dimensional plane. Define the lines exactly (i.e. express

them in terms of y = ax + b), and define the weights and

thresholds of a network that will fire only for points within

the parallelogram. 

ii)  Design a multi-layer network that will fire for all points not

within the parallelogram. 

[6 marks,

3 each]

4(c)

  

Using the notation on this course, here is the backprop rule for

the output layer of a multi-layer network: 

Calculate all the: 

   =   yk  ( 1 - yk  ) ( yk  - Ok  )

Calculate all the: 

   =      y j

For all j,k: 

Explain what this rule does when:

i)  Error is large.

ii)  Error is zero.

iii)  Output of output node is close to zero or one.

iv)  Output of output node is near middle of the sigmoid curve

(i.e. the output node is not sure whether to fire or not).

v)  Graph of error with respect to weight is near a maximum

or minimum.

[10 marks,

2 each]
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Question 5 [Total marks: 25] 

5(a)

  

In a genetic algorithm: 

i)  What would happen if you had a variable (rather than a

constant) population size? 

ii)  What would happen if rather than picking the fittest, you

define a minimum fitness that individuals have to reach in

order to reproduce? 

iii)  What would happen if only 1 in a billion solutions has

non-zero fitness? 

[9 marks, 3 

each]

5(b)

  

In a genetic algorithm (GA), let pm  be the probability that any bit

in the chromosome mutates at the point where it is inherited

from the parent by the child. Let the chromosome be binary, so

that mutation means a bit flip. 

i)  What would happen if pm  = 1?

ii)  What would happen if pm  = 0 (but you still had crossover)?

iii)  Should pm  change as the evolution proceeds? 

[6 marks, 2 

each]
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5(c)

  

In a genetic algorithm (GA), let each individual   i   have fitness

f(i), and let its probability of reproducing, p(i), be: 

where T is the "temperature".

Prove: 

i)  Each p(i) is a number between 0 and 1, no matter what the

fitness is (positive or negative).

ii)  The sum of all the p(i)’s is 1. 

iii)  If all fitnesses are the same, we pick a random individual. 

iv)  As   T -> infinity   we tend to pick a random

individual, no matter what the fitnesses. 

v)  If T is close to zero at the start of the evolutionary search,

what does it mean? 

[10 marks,

2 each]
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